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Abstract 

At NOAA/NWS/National Centers for Environmental Prediction (NCEP), a Google 
DeepMind developed machine-learning weather model GraphCast-based global ensemble 
forecast system (MLGEFS) has been tested. This study compares MLGEFS with the NCEP 
operational global ensemble forecast system (GEFS). The goal is not to compare which forecast 
system performs better or worse but to understand similarities and differences between them. 
We hope to gain some insights on how to improve or better design AI model especially AI-model 
based ensemble prediction system as well as AI model based forecast post-processing, 
products, and verification. To cover both warm and cold seasons, one winter case and one 
summer case were carefully examined on various aspects of ensemble performance. Three 
similarities (forecast accuracy, ensemble spread and inter-variable correlation), four differences 
(ensemble-averaging effectiveness, nonlinearity, chaos, and blurriness), and one assessment of 
forecast information have been investigated. Given the early exploration stage of AI 
model-based weather forecasts, this study might bring readers more questions than answers, 
which is expected to stimulate more future research.  

Key Words: Google DeepMind, GraphCast weather model, global ensemble forecast system 
(GEFS), AI model, and physical model 

1. Introduction

To deal with the chaotic nature of the atmospheric system (Lorenz, 1963), ensemble
forecast concept has been widely introduced and used in the current numerical weather 
prediction (NWP) around the world (Buizza et al., 2018; Du et al., 2018). An ensemble 
prediction system (EPS) provides multiple plausible forecasts (called “ensemble members”) at 
the same time to quantitatively estimate forecast uncertainty or predictability of a future weather 
event. It is computationally expensive to run a mode multiple times (with slightly different initial 
conditions and physics etc.) at the same time. Meteorologists have to make a hard choice 
between ensemble size (number of members) and model spatial resolution to balance the 
computational resources (e.g., Du et al. 1997; Clark et al., 2011). In recent years, machine 
learning (ML) or artificial intelligence (AI) based data-driven weather forecast model started to 
rise rapidly on the horizon (e.g., Pathak et al. 2022; Lam et al., 2023; Bi et al., 2023; Lang et al., 
2024; and Chen et al., 2024). These AI techniques could bring a potential breakthrough for 
weather forecasts (Ebert-Uphoff and Hilburn, 2023). One of the main advantages of an AI 
weather model is that it runs much faster with much fewer computing resources after the model 
was trained. Therefore, it is particularly useful for ensemble weather forecasts. Since the 
AI-model-based data-driven weather prediction (DDWP) has just started and is still in its infancy, 
very few characteristics of AI model performance are known to us as of today. Therefore, the 
meteorological community is calling for a wide range of comparisons between DDWP and 
traditional physics-based NWP to learn new science (Radford et al., 2024). This work is one of 
the responses (e.g., Bouallegue et al., 2024; Charlton-Perez et al., 2024; and DeMaria, 2024) to 
these calls. 



      At the NOAA/NWS/NCEP (National Oceanic and Atmospheric Administration/National 
Weather Service/National Centers for Environmental Prediction), machine-learning global 
forecast system (MLGFS) and global ensemble forecast system (MLGEFS) have been tested 
(Wang et al., 2024; Wang et al., 2025) based on the “GraphCast” model. The GraphCast model 
was developed by Google DeepMind (Lam et al., 2023). To mimic the NCEP operational global 
ensemble forecast system (GEFS), MLGEFS has 31 ensemble members, the same as the 
GEFS. Readers are referred to Section 2 for more details about the models. This study will 
compare various aspects of ensemble performance between MLGEFS and GEFS. The goal is 
not to compare which system performs better or worse than the other but examine similarities 
and differences between them and understand why so are. Through the study we might gain 
insights on how to improve or better design an AI model especially AI-model-based ensemble 
prediction system (AI-EPS) as well as AI model based forecast products, post-processing and 
verification. Given the early exploration stage of AI model-based weather forecasts, this study 
might bring readers more questions than answers to stimulate more research in the future.  

        This paper is organized as follows: following the introduction, model and data will be 
described in Section 2. Section 3 presents the comparison results with discussions. A summary 
is given in Section 4.  
 

2.​ Model and data 
2.1​MLGEFS 

       The MLGEFS is built upon the foundational architecture of GraphCast (Lam et al, 2023). 
GraphCast is a neural network architecture based on graph neural networks (GNNs) in an 
encode-process-decode configuration (Battaglia et al., 2018). With 36.7 million parameters, 
GraphCast facilitates high-resolution global weather prediction by leveraging a multi-mesh 
representation of the Earth’s surface. The GraphCast is available in two versions. The first 
version supports 37 pressure levels, trained on ECMWF’s ERA5 reanalysis data from 
1979–2017 (Hersbach et al., 2020). The second version includes 13 pressure levels and was 
fine-tuned by DeepMind using ECMWF’s HRES analysis data for 2016–2021 besides the ERA5 
training. The second version is used for our MLGEFS experiment. The detailed architecture of 
the GraphCast is described by the companion paper (Wang et al., 2025). 

      By utilizing diverse data sources, perturbation techniques, and a multi-step fine-tuning 
schedule, the MLGEFS is constructed (Wang et al., 2025). Multiple data sources, including the 
NCEP in-house Global Forecast System (GFS) data assimilation system (GDAS), and 
ECMWF’s reanalysis ERA5 and operational analysis HRES, were used to fine-tune the 
GraphCast. During the model training, the input states (i.e., initial conditions or ICs) were 
derived from GDAS data spanning March 20, 2021, to January 1, 2023. The data was split into 
training and validation sets, with training data covering March 20, 2021, to September 1, 2022, 
and validation data spanning September 1, 2022, to January 1, 2023. To account for both model 
and data uncertainties, MLGEFS contains both model perturbation and IC perturbation (referred 
to as “Mixed” approach in Wang et al. (2025)). In the fine-tuning process, 30 model weights 
were generated as “model perturbation” (can be viewed as multiple versions of model). The 30 



perturbed ICs of the GEFS.v12.0 are directly used counting for IC perturbation. Each perturbed 
IC was paired with a corresponding model weight, resulting in 30 perturbed ensemble members. 
Additionally, one control member was also run using the GraphCast with standard model weight 
paired with unperturbed (control) GEFS IC. Therefore, a total of 31 MLGEFS members are 
produced, which is the same ensemble size as of GEFS (see next subsection). This ensemble 
approach produced 16-day forecasts with 0.25 degree (about 25-km grid spacing) in horizontal 
resolution. 

2.2​GEFS 
The counterpart physics-based ensemble prediction system used for the comparison to the 

MLGEFS is the NCEP global ensemble forecast system (GEFS). The GEFS is based on the 
NCEP global forecast system (GFS) that is an FV3 dynamical core-based model (Lin et al., 
2017). The most current operational version of GEFS is the version 12 (Zhou et al., 2022 and 
Fu et al., 2024). It has 31 members (1 unperturbed or control member and 30 perturbed 
members) in about 25-km horizontal resolution (0.25 degree). It runs four cycles per day at 00, 
06, 12, and 18z with a forecast length of 35 days (840 hours) and outputs forecasts at every six 
hours. The initial condition perturbation is provided by ensemble Kaman filter (EnKF) based 
data assimilation system (Kleist and Ide, 2015). The unperturbed control analysis is the same as 
the deterministic model GFS’s initial condition. Besides initial condition perturbation, stochastic 
physics is used to address model uncertainty for the GEFS.  

2.3​Data and study cases 
To see more detailed regional scale weather systems, verification is done on Continental 

US (CONUS) domain. The analysis from the GFS data assimilation system or GDAS is used as 
the truth. To cover both warm and cold season situation, one winter case (initialized at 00z, 
February 27, 2024) and one summer case (initialized at 00z, July 1, 2024) were examined. The 
forecast length is 16 days with 6-hourly outputs for both MLGEFS and GEFS. 

3. Comparison of MLGEFS and GEFS
3.1​Similarities

3.1.1​ Forecast accuracy  
        Fig. 1 compares the root-mean-squared error (RMSE) of 2-meter surface air temperature 
(T2m) and 500-hPa geopotential height (500H) forecasts between MLGEFS (blue curves) and 
GEFS (red curves) for both winter (upper panel) and summer (lower panel) cases. They have 
very similar time evolution or parallel trend over the entire 16 days. Similar parallel-trend results 
are also found in their biases (Fig. 2) even when their biases are opposite in sign (e.g., Fig. 2c). 
Their overall performance is comparable to each other, where sometimes one is better or worse 
than the other. This closely related parallel behavior leads to a question: why do they perform so 
similarly? Is it because the AI model (GraphCast) has logically learned the NWP model physics 
rules through the ERA5 reanalysis data during the pre-training period? The MLGEFS may have 
memorized physical relationships across different synoptic scenarios and behave like a physical 
model.  For example, Fig. 3 demonstrates that MLGEFS (left panel) does exhibit similar 
atmospheric instabilities as the GEFS (right panel) does. For the winter case, both Figs. 3a and 
3b display a strong cold-front like baroclinic instability zone along the trough at 850-hPa level. 



For the summer case, both Figs. 3c and 3d display a convectively unstable area located in a 
weakly forced low region at the northwest edge of the subtropical high. This result confirms what 
reported by Hakim and Masanam (2023) that AI model does realistically produce basic physical 
law. Since both models are initialized by the same initial conditions, how much is this similarity 
attributed to this aspect? This is a question for further discussion. 

Fig. 1. Root-mean-squared error (rmse, y-axis) of ensemble mean forecast for (a) T2m and (b) 500H from 
MLGEFS (blue) and GEFS (red), in the winter case (initialized from 00z, Feb. 27, 2024). The values are 
averaged over the CONUS domain. (c) and (d) are the same as (a) and (b) but for the summer case 
(initialized from 00z, July 1, 2024). All forecasts are projected into 16 days (384 hours). X-axis is the 
forecast time (in days). 



Fig. 2. Same as Fig. 1 but for bias. 



Fig. 3. (a) A winter example of baroclinic instability (color shaded, unit: K/km) from MLGEFS’s 24hr 
forecast of 850H (initialized from 00z, Feb. 27, 2024). The black contour is the ensemble spread, and the 
blue contour is the ensemble mean. (b) is the same as (a) but from GEFS. (c) A summer example of 
convective instability (color shaded, unit: K/hPa) from MLGEFS’s 240hr forecast of 850H (initialized from 
00z, July 1, 2024). (d) is the same as (c) but from GEFS. 

The atmospheric instabilities demonstrated in Fig. 3 are defined as follows. The baroclinic 
instability is calculated by horizontal temperature gradient: 

(1)  𝑏𝑎𝑟𝑜𝑐𝑙𝑖𝑛𝑖𝑐𝑖𝑡𝑦 = (
∆𝑇

𝑥
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Where  is the change of temperature T (K) in x direction (zonal),  is the change of  ∆𝑇
𝑥
 ∆𝑇

𝑦

temperature T (K) in y direction (meridional),  is the change of distance in x direction (km), ∆𝑥
and  is the change of distance in y direction (km). It is calculated at each isobaric level for ∆𝑦
each member first. Then, an ensemble mean of baroclinicity is produced from all members at 
each level and shown in Fig. 3a-b. 
       The convective instability is calculated by Eq. (2) as 



𝐶𝑜𝑛𝑣𝑒𝑐𝑡𝑖𝑣𝑒 𝑖𝑛𝑠𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 =
∂θ

𝑒

∂𝑝       > 0              𝑢𝑛𝑠𝑡𝑎𝑏𝑙𝑒    = 0               𝑛𝑒𝑢𝑡𝑟𝑎𝑙 < 0         𝑠𝑡𝑎𝑏𝑙𝑒   (2)

where  is equivalent potential temperature. In a convectively unstable (stable) atmosphere, θ
𝑒

when an air parcel rises it will accelerate (decelerate) because it will be warmer (cooler) than its 
surrounding environmental air. It is calculated from the layer between 1000- to 700-hPa levels 
for each member, which represents an average instability of the lower portion of atmosphere 
where convection normally occurs. Based on each member’s value, an ensemble mean of 
convective instability is produced and displayed in Fig. 3c-d. 

3.1.2​ Ensemble spread  
      Ensemble spread is the dispersion of ensemble members around its mean and used to 
measure forecast uncertainty or forecast confidence. It is quantitatively defined as the standard 
deviation of ensemble members with respect to the ensemble mean. Fig. 4 shows the 
domain-averaged ensemble spread of T2m and 500H in both winter and summer cases from 
MLGEFS and GEFS. Behaving similarly as in a physical ensemble model (GEFS, red curves), 
the ensemble spread of MLGEFS (blue curves) generally increases with time. Specifically, for 
the winter case (Fig. 4a and 4b), where GEFS’s spread keeps growing over the entire forecast 
length, MLGEFS’s spread does similarly. For the summer case (Fig. 4c and 4d), where the 
GEFS’s spread grows rapidly in the first week and then becomes saturated, the MLGEFS’s 
spread does the same. In terms of magnitude, the MLGEFS spread is smaller at the beginning, 
then catches up after 10 days and exceeds the GEFS spread after two weeks. In terms of 
spatial structure, Fig. 5 compares an example of 850H spread (color shaded) of both winter 
(upper panel) and summer (lower panel) cases between MLGEFS (left) and GEFS (right). 
Although the details are different, they are generally similar to each other in larger scale and 
highly correlated in space. The spread is larger in trough regions and smaller in ridge or high 
regions, which is meteorologically correct. The average spatial correlation of the spreads of 
850H forecasts between MLGEFS and GEFS is about 0.8 in both winter and summer cases 
(Fig. 6). 



Fig. 4. Same as Fig. 1 but for ensemble spread. 

Fig. 5. (a) A winter example of ensemble spread (color shaded, unit: gpm) from MLGEFS’s 360hr forecast of 850H 
(initialized from 00z, Feb. 27, 2024). The black contour is the ensemble mean. (b) is the same as (a) but from GEFS. 
(c) A summer example of ensemble spread (color shaded, unit: gpm) from MLGEFS’s 384hr forecast of 850H
(initialized from 00z, July 1, 2024). (d) is the same as (c) but from GEFS.



 
 

 
 
Fig. 6. Spatial correlation (y-axis) of ensemble spreads of 850H over the CONUS domain between 
MLGEFS and GEFS. Blue curve is for the winter case, and the red curve is for the summer case (red). 
X-axis is the forecast time (in days). 
 
 
       In a physical NWP model, ensemble spread normally grows with atmospheric instabilities, 
especially baroclinic instability for large-scale flow. Why does ensemble spread in an AI model 
also grow in a similar manner as in a physics model? How is it related to the instability fields? 
Fig. 7 compares the spatial correlation between spread and instability fields for T2m and 500H 
in both winter and summer cases from MLGEFS and GEFS. In general, the spread correlation 
to instabilities in the AI model ensemble MLGEFS is similar to those of physics model ensemble 
GEFS, which is true for both baroclinic (solid line) and convective (dash) instabilities. However, 
an exception is the relationship with the baroclinic instability in the summer case: it increases 
with time after Day 4 in the MLGEFS, while it decreases with time in the GEFS. This result 
further indicates that an AI model knows not only linear statistical property but remembers NWP 
model’s internal physical relationships (“physics”) although their physical relationships may not 
always the same such as shown in Fig. 7d (which is worth further investigating). 
 
 
 



Fig. 7. Spatial correlation (y-axis) of ensemble spread with baroclinic instability (solid line) and convective 
instability (dash line) instability, respectively, over the CONUS domain for (a) T2m, and (b) 500H (red), in 
the winter case (initialized from 00z, Feb. 27, 2024). Blue lines are for MLGEFS and red lines for GEFS. 
(c) and (d) are the same as (a) and (b) but for the summer case (initialized from 00z, July 1, 2024). All
forecast are projected into 16 days (384 hours). X-axis is the forecast time (in days).

Since ensemble spread is a measure of forecast uncertainty, the relationship between 
ensemble spread and forecast error (“spread-error relation”) is an important aspect to reflect the 
quality of an ensemble. Given the above similarities in both forecast performance (forecast 
error) and ensemble spread, the spread-error relation is expected to be similar too between 
MLGEFS and GEFS. The magnitude aspect of spread-error relation is often measured by 
“Consistency” score, which is defined by Eq. (3)  

(3) 𝐶𝑜𝑛𝑠𝑖𝑠𝑡𝑒𝑛𝑐𝑦 = 𝑅𝑀𝑆𝐸 𝑜𝑓 𝐸𝑛𝑠𝑒𝑚𝑏𝑙𝑒 𝑀𝑒𝑎𝑛 𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡
𝑒𝑛𝑠𝑒𝑚𝑏𝑙𝑒 𝑠𝑝𝑟𝑒𝑎𝑑

 where the RMSE represents the forecast error of ensemble mean, both RMSE and spread are 
domain-averaged values. It can be applied to any variables. The Consistency value is 1.0 when 
the RMSE of ensemble mean forecast is equal to ensemble spread, indicating a perfect 
ensemble; greater than 1.0 when spread is smaller than forecast error, indicating an 
under-dispersive ensemble; and less than 1.0 when spread exceeds forecast error, indicating an 
over-dispersive ensemble. Fig. 8 compares the Consistency scores of MLGEFS and GEFS. 



They do show similar behaviors: under-dispersion prior to about day 10 and near-perfect 
dispersion afterward. The two peaks of MLGEFS around Day 7 (Figs. 8a and 8b) are due to the 
larger forecast errors of MLGEFS as seen in Figs. 1a and 1b. The structure aspect of 
spread-error relation is measured by the spatial correlation between 2-demensional spread and 
absolute forecast error fields, which is shown in Fig. 9 for T2m and 500H of both winter and 
summer cases. Both MLGEFS and GEFS show positive correlations, which implies that spread 
is a reasonably good predictor of possible forecast errors for both systems. Although the 
spread-error relation is generally better for GEFS than MLGEFS prior to day 10 (due to the 
smaller spread in MLGEFS as seen from Fig. 4), MLGEFS does exhibit a similar useful 
spread-error relation as in a physical model. 

Fig. 8. Same as Fig. 1 but for Consistency score (RMSE/spread). 1.0 is a perfect score. 



Fig. 9. Spatial correlation (y-axis) between ensemble spread and the absolute error of ensemble mean 
forecast over the CONUS domain for (a) T2m and (b) 500H from MLGEFS (blue curve) and GEFS (red 
curve), in the winter case (initialized from 00z, Feb. 27, 2024). (c) and (d) are the same as (a) and (b) but 
for the summer case (initialized from 00z, July 1, 2024). All forecasts are projected into 16 days (384 
hours). X-axis is the forecast time (in days). 

3.1.3​ Inter-variable correlation  
      In a physics-based NWP model all model-produced variables are physically coupled and 
connected to each other because they are controlled by model governing equations and 
physical laws. Is this inter-variable connection still maintained in an AI model? Some 
researchers reported that it is not (e.g., Bonavita, 2024). Let us examine this in our MLGEFS 
forecast experiments from the following two angles: one is from a single forecast “solo” setting 
(Fig. 10) and another is from an ensemble performance “group” setting (Figs. 11 and 12).  
        Fig. 10 shows the covariance of different variables (T2m-SLP in blue, and 500H-850T in 
red) from the control forecasts of MLGEFS (solid line) and GEFS (dash line) in both winter (Fig. 
10a) and summer (Fig. 10b) cases. We can see that inter-variable correlation of the MLGEFS’s 
control member closely follows that of the GEFS’s control forecast in all situations such as 
strong positively coupled period (e.g. 500H-850T in both winter and summer, Figs. 10a and 
10b), strong negatively coupled period (e.g., T2m-SLP in summer, Fig. 10b), and weakly 
coupled or varying situation (positively, negatively and uncoupled alternatively) period (e.g., 
T2m-SLP in winter, Fig. 10a). Fig. 11 shows an example (Day 7) of the Performance Rank 



Histogram (also called Equal-likelihood histogram), which displays the statistics about the 
chance (in %) of each ensemble member being closest to the truth (analysis) of three variables 
(T2m, H500 and SLP) in both winter (upper) and summer (lower) cases for MLGEFS (left panel) 
and GEFS (right panel), calculated over all grid points within the verification domain. In a 
physical model-based ensemble, members’ performance should be kind of related to each 
other, e.g., one variable performs better (worse), and another variable is likely to perform better 
(worse) too if these variables are strongly coupled to each other (as seen in Fig. 10). In other 
words, the relative performance histograms (such as Fig. 11) of different variables should be 
positively correlated with each other in general. However, if two variables are weakly coupled or 
uncoupled (as also seen in Fig. 10a), the relative performance histograms of different variables 
could have no or even negative correlation. Fig. 12 displays the correlation of relative 
performance histograms over the entire forecast period (1-16 days) for two pairs of variables 
(T2m-500H on the left panel and 500H-SLP on the right panel) in both winter and summer 
cases. As expected, general positive correlation is observed for GEFS, but also true for 
MLGEFS! Although they do not exactly correspond to each other in detail, their general trends 
are similar: when variables’ relative performances are positively or negatively or not correlated 
in the GEFS, so are they in the MLGEFS. Thus, both single forecast (Fig. 10) and ensemble 
group forecast (Fig. 12) do suggest that inter-variable correlation similarly exists in the AI model 
MLGEFS as in the physical model GEFS. 

Fig. 10. Spatial correlation (y-axis) between different variables (T2m-SLP, and 500H-850T) in MLGEFS 
(solid line) and GEFS (dash line) over the CONUS domain for (a) the winter case (initialized from 00z, 
Feb. 27, 2024), and (b) the summer case (initialized from 00z, July 1, 2024). All forecast are projected 
into 16 days (384 hours). X-axis is the forecast time (in days). 



Fig. 11. Performance Rank Histogram (or Equal-likelihood histogram) of T2m, 500H, and SLP for (a) MLGEFS, and 
(b) GEFS forecasts over the 31 members (x-axis) at Day 7, in the winter case (initialized from 00z, Feb. 27, 2024).
The values are averaged over the CONUS domain. Y-axis denotes the chance in %. (c) and (d) are the same as (a)
and (b) but for the summer case (initialized from 00z, July 1, 2024).

Fig. 12. Inter-variable correlation (y-axis) between their Performance Rank Histograms (such as Fig. 11) of (a) 
T2m-500H, and (b) SLP-500H for MLGEFS (in blue) and GEFS (in red), from the winter case (initialized from 00z, 
Feb. 27, 2024). (c) and (d) are the same as (a) and (b) but for the summer case (initialized from 00z, July 1, 2024). All 
forecasts are projected into 16 days (384 hours). X-axis is the forecast time (in days). 



       From the relative performance histogram of Fig. 11, we can observe another phenomenon 
that the distribution of bars is less uniform for MLGEFS than GEFS. A few members (such as 
member #2 in Fig. 11a and member #8 in Fig. 11c) in MLGEFS perform the best many more 
times than other members. Why is the difference in performance among members larger in 
MLGEFS than GEFS? This might be explained by the result that “ensemble members’ relative 
performance ranking has less spatial variation in MLGEFS than GEFS”, which will be discussed 
later in Section 3.2.2.  

3.2​Differences 
3.2.1​ Effectiveness of ensemble averaging 

In a well-designed ensemble, ensemble averaging over many members can effectively filter 
non-predictable features, which results in a superior ensemble mean forecast to the control 
forecast (i.e., the original deterministic forecast without running an ensemble). Therefore, the 
degree of improvement (such as measured by error reduction) of an ensemble mean forecast 
over the control forecast can be used as an indicator of the effectiveness of ensemble 
technique.  Fig. 13 compares the forecast error (absolute error, |forecast - analysis|) reduction 
percentage (%) of ensemble mean over the control member for T2m and 500H in winter and 
summer cases between MLGEFS and GEFS. We can see that, overall, the ensemble averaging 
is more effective and can reduce more error in GEFS than MLGEFS. Except for the first 2-3 
days, the ensemble mean of GEFS always has less error than its control forecast, while this is 
not always true for MLGEFS. In many days the ensemble mean is very similar to or worse than 
the control forecast in MLGEFS. The improvement generally increases with the increase of 
forecast time for GEFS, while this trend is not obvious for MLGEFS. Why is that? The reason 
might be in the differences of their nonlinearity between the two systems (see the next section 
3.2.2). 



Fig. 13. Forecast error reduction (%, y-axis) of ensemble mean over control member of (a) T2m and (b) 
500H for MLGEFS (in blue) and GEFS (in red), in the winter case (initialized from 00z, Feb. 27, 2024). 
The values are averaged over the CONUS domain. (c) and (d) are the same as (a) and (b) but for the 
summer case (initialized from 00z, July 1, 2024). All forecast are projected into 16 days (384 hours). 
X-axis is the forecast time (in days).

3.2.2​ Nonlinearity 
       Since initial condition perturbations are added around the unperturbed control analysis, the 
perturbed members would evolve with time symmetrically around the control member if a 
forecast system were quasi-linear (Fig. 14b). Thus, the ensemble mean must be close to the 
control member. In contrast, if a forecast system is strongly nonlinear, both perturbed and 
unperturbed members will evolve asymmetrically with time, which leads to the situation that the 
control member is far away from ensemble mean (Fig. 14a). Therefore, the difference between 
control member and ensemble mean forecast, after being normalized by ensemble spread, can 
be used as a measure of nonlinearity of a forecast system (Du and Zhou, 2011):  

(4) 𝑁𝑜𝑛𝑙𝑖𝑛𝑒𝑎𝑟𝑖𝑡𝑦 = |𝑐𝑜𝑛𝑡𝑟𝑜𝑙 𝑚𝑒𝑚𝑏𝑒𝑟−𝑒𝑛𝑠𝑒𝑚𝑏𝑙𝑒 𝑚𝑒𝑎𝑛|
𝑒𝑛𝑠𝑒𝑚𝑏𝑙𝑒 𝑠𝑝𝑟𝑒𝑎𝑑

Eq. (4) can be applied to any variable of interest. Fig. 15 compares the nonlinearities of T2m 



and 500H in both winter and summer cases between MLGEFS and GEFS. As expected, the 
nonlinearity is lower at the beginning and generally increases with forecast time in a physics 
model-based ensemble GEFS (red curves), where it also varies with regime such as it peaks at 
Days 12-13 and then decreases a bit.  In contrast, the nonlinearity remains nearly constant 
throughout the entire forecast length for the AI model-based ensemble MLGEFS (blue curve). 
As a result, the nonlinearity of MLGEFS is higher than that of GEFS at the beginning and 
becomes opposite afterward. This might explain why the ensemble averaging is more effective 
at the first 2-3 days and becomes less effective afterward for MLGEFS than GEFS, as observed 
from Fig. 13. 

Fig. 14. Schematic diagram of ensemble members evolving with time, where control member is in blue, 
perturbed members are in black, and ensemble mean is in red. (a) Ensemble forecast 1 depicts the highly 
nonlinear situation, where members grow asymmetrically around the control member and the resulting 
ensemble mean is far away from the control. (b) Ensemble forecast 2 depicts the quasi-linear situation 
where members grow near symmetrically around the control member and the resulting ensemble mean is 
close to the control.   



Fig. 15. Same as Fig. 1 but for nonlinearity (Eq. 4). 

3.2.3​ Randomness or chaos 
       Selz and Craig (2023) suggested that an AI model is less chaotic than a physics model. Let 
us apply the Performance Rank Variation Score (PRVS) to examine this in our ensemble model 
experiment. PRVS measures the variation (or randomness) of member’s relative performance 
rank in space or time in an ensemble, proposed by Du (2025, also see the Appendix of this 
paper). Larger (smaller) PRVS means more (less) frequently ensemble members’ relative 
performance rank flipping around between two points, suggesting that ensemble members’ 
performance is more (less) random or chaotic. Fig. 16 compares the PRVS of T2m and 500H in 
both winter and summer cases between MLGEFS and GEFS for three forecast lead times (Day 
1, 10 and 16). Since PRVS increases with the increase of the separation distance between two 
points before it gets saturated, an array of PRVS over seven separation distances (~25, 50, 
100, 200, 300, 400, and 500 km) is shown in Fig. 16. The result does show larger variability in 
GEFS (in red) than MLGEFS (in blue) in the most situations, suggesting that MLGEFS is less 
random or less chaotic. However, the difference becomes smaller with the increase of forecast 
length (such as Fig. 16b and c).  It could even become slightly larger for MLGEFS at a longer 
time range such as the Day-16 result shown in Fig. 16d. How to explain this? Although we do 
not know the answer, it is suspected that less forecast error cascade effects in an AI model and 
intrinsic atmospheric predictability might play a role. Unlike a physical NWP model where 



forecast errors are accumulated and cascaded from smaller to larger scale flows during the 
model integration over each time steps, an AI model directly predict outputs at next forecast 
time and, therefore, has less error cascade effects which could lead to a lesser degree of 
ensemble members’ relative performance change at short time range. This property could also 
extend predictability using an AI model as discovered by Vonich and Hakim (2025). At longer 
time range, it might be approaching to intrinsic atmospheric predictability limit which controls 
ensemble member’s behavior more than model architectures, leading to similar randomness 
between two types of models. These are all interesting questions for future studies.  

Fig. 16. Variation of PRVS (Performance Rank Variation Score, y-axis) with the separation distances (25, 
50, 100, 200, 300, 400, and 500 km, x-axis) of (a) T2m and (b) 500H for the full member’s performance 
ranking at Day 1 (left panel), 10 (middle), and 16 (right), in the winter case (initialized from 00z, Feb. 27, 
2024). The PRVS values are averaged over the CONUS domain. (c) and (d) are the same as (a) and (b) 
but for the summer case (initialized from 00z, July 1, 2024). 

       By comparing Fig. 15 and 16, it is interesting to notice a seemingly “contradictory” result at 
the first few days of forecast. That is that larger nonlinearity (Fig. 15) corresponds to smaller 
variation of members’ relative performance rank (Fig. 16) for MLGEFS, while the opposite is true 
for the GEFS that smaller nonlinearity corresponds to larger variation of members’ relative 
performance rank. A possible explanation for this “contradictory” result is that the relationship 
between nonlinearity and chaos is different in different forecast systems such as MLGEFS and 
GEFS. Nonlinearity-chaos relationship in AI-based modeling systems might be worth exploring 
in future research. 



3.2.4​ Blurriness 
         Fig. 17 shows an example that MLGEFS forecast fields looking smoother or blurrier than 
the counterparts of GEFS.  To quantify this, we have calculated the standard deviation (Eq. 5) to 
measure spatial variance of each of the 31 members’ forecasts over the verification domain for 
T2m and 500H in both winter and summer cases.  The average result of the 31 members is 
shown in Fig. 18 for MLGEFS (blue curves) and GEFS (red curves).  
               
              

 
Fig. 17. An example of (a, b) 24h-accumulated precipitation forecast and (c, d) 500H from MLGEFS (left 
panel) and GEFS (right panel). They are 384h forecasts from the ensemble member #3 in the summer 
case (initialized from 00z, July 1, 2024). 
 

                                          ,                          (5) 𝑠𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝑑𝑒𝑣𝑖𝑎𝑡𝑖𝑜𝑛 = 1
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where  is value of a variable X of interest at  grid point,  is the domain average value of X, 𝑋
𝑖

𝑖𝑡ℎ 𝑋

and n is the total grid points of the verification domain. Fig. 18 does quantitatively confirm that 
the variance of MLGEFS is smaller than that of GEFS over almost the entire forecast length 
(1-16 days) except for a few forecast times. 
 
 
 
 

 
 
Fig. 18. Same as Fig. 1 but for the spatial variation (Eq. 5). 
 
 
 

3.3​How much extra information is provided by MLGEFS beyond GEFS? 
 
          Does the MLGEFS provide new information to that of the GEFS? To answer this question, 
we posteriorly derived the statistical best and worst members out of the 31 members for each 
system (MLGEFS and GEFS). Here are how they constructed: a member with the smallest 
absolute forecast error is chosen at each grid point, a statistical best member can be formed 
after this selection procedure is done for all grid points of the entire domain. In such a best 
member, member identity at one grid point could be different from neighboring grid points. 
Similarly, a posterior statistical worst member can be derived by selecting members with the 
largest absolute error at each grid point. Fig. 19 shows the absolute forecast errors of the best 
members for T2m and 500H in winter and summer cases. Generally, the MLGEFS error (blue 
curves) is larger than or close to the GEFS (red curves) except for a few forecast times (i.e., 



Day 8-9 of Fig. 19c and Day 15-16 of Fig. 19d). This suggests that the MLGEFS generally 
doesn’t provide new or better forecast information beyond what the GEFS has already provided 
although it does occasionally. Fig. 20 is the same as Fig. 19 but shows the absolute error of the 
worst member. It is opposite to the best member that the MLGEFS error is generally smaller 
than or close to that of the GEFS except for a few forecast times (i.e., Day 14-16 of Fig. 20b and 
Day 11-13 of Fig. 20d). This suggests that the MLGEFS generally doesn’t introduce new worse 
information either beyond what the GEFS has already introduced. In other words, the forecast 
information provided by the GEFS largely encompasses what the MLGEFS can provide in this 
experiment. The reason for this might be that the MLGEFS spread is smaller than the GEFS 
prior to about Day 13-14 (as seen from Fig. 4). Therefore, we need to improve ensemble spread 
for the current version of MLGEFS to increase good forecast information but avoid bringing in 
bad forecast information at the same time. To increase ensemble spread, we will test diffusion 
model (such as GenCast, Price et al., 2024) based MLGEFS in the future. 
 
  
 
 
 

 
 

 
Fig. 19. Same as Fig. 1 but for the absolute error of the statistical best member. 
 
 
 
 



 
 
 
 
 

 
 
 
 
Fig. 20. Same as Fig. 1 but for the absolute error of the statistical worst member. 
 
 

4.​ Summary  

      By comparing various aspects of ensemble performance between the experimental 
AI-model (GraphCast) based DDWP ensemble (MLGEFS) and the NCEP operational 
physics-based NWP ensemble (GEFS) in a winter case and a summer case, the following 
results are observed. 

Three similarities: 
(1)​ In terms of forecast error and bias, MLGEFS behaves very similarly or parallel in 

forecast accuracy as the physics model GEFS does, implying that an AI model may have 
learned NWP model internal “physics” by memorizing physical relationships across 
different synoptic scenarios during its training period. MLGEFS does exhibit basic 



meteorological laws such as baroclinic and convective instabilities the same as those in 
the GEFS. How much is this similarity attributed to the same initial conditions used by 
both models? This is a question for further discussion. 

(2)​MLGEFS has smaller spread in the beginning but gradually catches up and even 
exceeds that of GEFS after two weeks. The ensemble spread’s growth trend and spatial 
structure of MLGEFS is similar or parallel to those of GEFS, which may be explained by 
their similar relationships between spread and atmospheric instabilities (baroclinic and 
convective).  Although GEFS has quantitatively better spread-error relation especially at 
the beginning, MLGEFS follows that of GEFS closely and even becomes better than 
GEFS in long time range. 

(3)​Model output variables from MLGEFS are interconnected to each other in a similar way 
as a physics model does. This similar interconnection is observed in both a single 
forecast setting and ensemble group forecast setting. It further indicates that an AI model 
might “understand” NWP model’s physical relationships rather than just linear statistical 
properties. 

Four differences: 
(4)​Filtering unpredictable features to improve ensemble mean forecast through ensemble 

averaging over individual members is one of the many advantages to run an ensemble 
weather forecast. Although ensemble averaging is more effective in improving ensemble 
mean forecast over control forecast in the beginning few days, it is generally less 
effective in the AI ensemble MLGEFS than physics model ensemble GEFS. The 
ensemble mean forecast does not always outperform control member in MLGEFS, while 
it always does in GEFS. The reason might be related to the nonlinearity property of 
MLGEFS (see (5) below).  

(5)​Unlike in a physics model where nonlinearity generally increases with the increase of 
forecast time and varies with flow regimes, nonlinearity remains near constant 
throughout the ensemble forecast length (1-16 days) in MLGEFS. 

(6)​The MLGEFS exhibits less chaotic nature than GEFS especially at shorter time range. 
The change (flipping around) of individual members’ relative performance rank in space 
is less frequent for MLGEFS than GEFS. This leads to a less uniform performance 
among members (i.e., a few members often outperform other members much more 
often), which implies that post-processing (forecast calibration) may be even more 
needed for an AI ensemble than a physical NWP ensemble. A question raised by 
comparing (5) and (6) is that relationship between nonlinearity and chaos is different for 
different systems such as MLGEFS and GEFS, which could be a future research topic. 

(7)​AI model MLGEFS tends to produce spatially smoother fields than physical NWP model 
GEFS. To remedy this issue, AI model architecture might need to be improved such as 
using diffusion model, a question for AI scientists to explore. 
 

One assessment of forecast information: 
(8)​Finally, by examining the forecast errors of both best and worst members, we have 

investigated if there is new forecast information introduced by the current version of 
MLGEFS beyond what the GEFS has already produced? We found that the current 
MLGEFS provides little extra forecast information (either good or bad) than that of 



GEFS. The forecast information from MLGEFS has largely been encompassed already 
by GEFS. The good news is that MLGEFS will not introduce untrustworthy garbage into 
final forecast products as many people concerned, while the bad news is that its 
contribution will also be limited. The result behind this may be due to the smaller 
ensemble spread in the current version of MLGEFS. More sophisticated ensemble 
perturbation methods are needed for the new version of MLGEFS to increase new good 
information and avoid bringing in bad information at the same time. The following 
approaches might be candidates to explore: (a) Noise-aware training or ensemble 
learning with stochastic perturbations to better model chaotic dynamics; (b) Training with 
regime-aware or physics-informed loss functions; (c) Replacing autoregressive rollouts 
with diffusion models or transformers; and (d) Developing improved ensemble 
perturbation strategies. 

      Given the early exploration stage of AI model-based weather forecasts, we realized that this 
study might bring readers more questions than answers. We hope those new questions or even 
confusions will stimulate more future research from readers.  

 

Appendix: Performance rank variation score (PRVS, Du 2025) 

 
 
Fig. A1. Definition, calculation, and examples of the “Performance Rank Variation Score (PRVS)” for an 
ensemble with N members between Point A and Point B. It is a positively oriented measure, i.e., the 
larger PRVS value is, the larger membership position variation presents in the member’s performance 
rank over spatial or temporal space. PRVS value ranges from 0 to 0.5 
    
        Performance Rank Variation Score (PRVS) is illustrated and explained in detail by Fig. A1. 



Mathematically, assuming there are N members in an ensemble, the PRVS between Point A 
and Point B can be defined and calculated as follows,  
 

                                                                        (A1) 𝑃𝑅𝑉𝑆 = 1
𝑁×𝑁

𝑖=1

𝑁

∑ { 𝐴 𝑖( ) − 𝐵 𝑖( )| |}

 
Where A(i) and B(i) are member identity (ID=1, 2, 3, …, N-2, N-1, N) arrays of the performance 
ranking (e.g., ranging in an order from the best to the worst member or the other way around) at 
Point A and Point B, respectively. For example, the member performance ranking is (2, 3, 1) at 
A and (3, 1, 2) at B for a 3-member ensemble, where the member performance could be 
measured by their forecast errors. The absolute values of the difference |A(i) - B(i)| are summed 
up over all N ranks, which is first averaged over N ranks and then normalized by ensemble size 
N for generality (for comparability of different size ensembles). For this 3-member ensemble, 

. PRVS varies from 0.0 to 0.5 𝑃𝑅𝑉𝑆 = 1
3×3 ( 2 − 3| | + 3 − 1| | + 1 − 2|) = 1

3×3 4( ) = 0. 444

depending on if N is an even or odd value (see Fig. 1), representing an average variation (or 
shift) of each rank. For example, if PRVS=0.323 for an N=31 ensemble, it means that the 
member ID difference or shift is, on average, about 10 positions (0.323x31=10) for each rank. If 
the 5th best performer is the member #15 at Point A, the member ID of the 5th best performer at 
Point B might be the member #5 or the member #25.  The PRVS can also be applied to a 

particular rank (i.e., one rank instead of N ranks), Eq. (A1) can then be simplified to   𝑖𝑡ℎ 
 
                                                                              (A2) 𝑃𝑅𝑉𝑆(𝑖) = 1

𝑁 𝐴 𝑖( ) − 𝐵 𝑖( )| |

 
The value of can vary from 0.0 to  for a single rank. Assuming that the 𝑃𝑅𝑉𝑆 𝑖( ) 𝑁−1

𝑁

performance rank order is arranged from the best (1st) to the worst (Nth), then PRVS for the best 
and worst members can be expressed by Eq. (A3) and (A4), respectively, 
 
                                                      (A3) 𝑃𝑅𝑉𝑆 

𝑏𝑒𝑠𝑡
= 𝑃𝑅𝑉𝑆(1) = 1

𝑁 𝐴 1( ) − 𝐵 1( )| |

 
                                                 (A4) 𝑃𝑅𝑉𝑆 

𝑤𝑜𝑟𝑠𝑡
= 𝑃𝑅𝑉𝑆 𝑁( ) = 1

𝑁 𝐴 𝑁( ) − 𝐵 𝑁( )| |.
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